
RoboMetaHarness
Discover the harness. Keep the policy frozen.

0 model-training steps

01 RESEARCH TIME Policy + benchmark + budget

1 Ground & diagnose

Inspect the policy interface.

Retrieve mechanisms and failures.

2 Propose & review

Form a falsifiable hypothesis.

Specify intervention, cost and null.

3 Implement & freeze

Build a compatible wrapper.

Pin code, cases and checkpoints.

Reusable research memory

Mechanisms · traces · costs

Failed attempts · transfer limits

Analyze failure→ update evidence→ test a different hypothesis

4 MEASURE WITH MATCHED CONTROLS Advance only after complete, valid evidence

Replay audit

Check public inputs + actions

Development

Candidate vs baseline vs null

Fresh validation

New cases; frozen candidate

Full evaluation

Complete suite + final review

02 EXECUTION TIME Same checkpoint · official horizons · measured inference cost

Public observations

Images · instruction

Permitted robot state

DISCOVERED HARNESS

Context / memory
Frozen robot policy

Original weights θ
Action selection

Execute one action chunk

Robot / simulator

Observe→ replan

No policy replacement · no auxiliary training · no privileged state at runtime

Evaluator only: success labels and reset fixtures. Invalid or incomplete comparisons cannot establish a gain.


